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The general scheme of learning process

• Given a collection of known instances (training 
set), each one containing a set of attributes 

• Find a model (prediction rule) that returns the 
output as a function of the values of the input 
attributes.

• Goal: previously unseen instances (test set) 
should be assigned a class as accurately as 
possible.
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Supervised learning
- There is a “teacher”, namely one knows 

the right answer corresponding to a 
given input

- Data of the target set are described as 
pairs (features, output)
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Output 𝑦𝑖𝜖 𝑌 can assume either finite values
(classification)  or infinite values (regression)

𝑥𝑖 , 𝑦𝑖 with 𝑥𝑖𝜖 𝑅𝑛 and 𝑖 = 1, … . , 𝑃



Both statistics and ML look for a function 𝑓 which 
fits the data.

Statistics versus Machine Learning

In Machine Learning the black box is unknown and complex. 
The aim is to find a function 𝑓 that predicts the output.

In classic statistics it is assumed that the underlying ground 
truth 𝑓 is a member of a fairly simple family.
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The learning system
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Black box 
Given the input x, it 
produces an output  y
with unknown but fixed 
conditional probability 
density

not observable factors that may influence the output

Learning machine

Training

Process

fα*



The learning system
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• The generator produces random vectors drawn 
independently from a fixed probability density

• The learning machine has NO control on the process of 
sampling generation

• The system produces an output with unknown but fixed 
conditional probability density

• More formally a learning machine is a function                in 
a given class     which depends on the type of machine 
chosen; α represents a set of parameters which identifies a 
particular function within the class.

• The machine is deterministic.



Training process
Given a learning machine, namely given a class      of function 
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The training process consists in finding a particular value of 
the parameters α* which selects a special function fα* in the 
chosen class.

The goal is modelling the process in a way that it is able to
give right answer on instances never seen before 
(generalization property) rather than interpolating 
(=“make no mistake”) on the training set



Quantifying the goal
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“We say that a machine learns with respect to a 
particular task T, performance metric P, and type of 
experience E, if the system reliability improves its 
performance P at task T, following experience E.”
http://www.cs.cmu.edu/~tom/pubs/MachineLearning.pdf

“An evaluation function (also called objective 
function or scoring function) is needed to distinguish 
good classifiers from bad ones. The evaluation 
function used internally by the algorithm may differ 
from the external one that we want the classifier to 
optimize, for ease of optimization“
Pedro Domingos, A Few Useful Things to Know about Machine Learning



PERFORMANCE METRIC
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We introduce a Loss function

Which is a function that measures the difference between the value returned 

by the machine fα (x) and the true value y. 
By definition, the loss is nonnegative, hence high positive values indicates bad

performance.

Given the values of α, the value of the loss function (depending only by x, y) 
measures the error on the realization of the pair (x, y)

In order to choose among all the possible function        of 
the parameter α one needs to define a quality measure to 
be optimized.

ℒ 𝑦, 𝑓𝛼 𝑥 = ℒ 𝑦, 𝑥, 𝑓, 𝛼



Examples of  Loss functions
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(two class) Classification problem 
The output takes only two values, e.g.
The learning machine

Absolute error (L1 error)

ℒ 𝑦, 𝑓𝛼 𝑥 =
1

4
𝑦 − 𝑓𝛼 𝑥

2
Square error (L2 error)

Regression Problem
Estimating a real-value function



Minimization of the  “risk”

The “quality criterion” that drives the choice of the 
parameters α is the expected value of the error obtained 
using a given loss function
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The function          is called the expected risk to be minimized 
over the α (namely choosing               )

Learning is the process of estimating the function 𝑓𝛼 𝑥 which minimizes the 
expected risk over the set of functions supported by the learning machine using 
only the training data

min
𝑓,𝛼

𝑅 𝑓, 𝛼



Minimization of the  “risk”

01/10/2019 12

The expected risk depends on the distribution function 
underlying data and is given by

Any learning task can be solved my minimization of the 
expected risk if the densities 𝑝 𝑥, 𝑦 = 𝑝 𝑥 𝑝 𝑥 𝑦 were  
known. 

But it is not !

𝑅 𝑓, 𝛼 = නℒ(𝑦; 𝑓𝛼 𝑥 )𝑑𝑝(𝑥, 𝑦)



Empirical risk minimization

• We know ℓ observations of i.i.d random variables 

• We look for a function which approximates the 
expected risk using only the available data

• Given a class of function and a loss function, we 
define the empirical risk as
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(𝑥1, 𝑦1), … (𝑥𝑃, 𝑦𝑃)

𝑅𝑒𝑚𝑝 𝑓, 𝛼 =
1

𝑃


𝑖=1

𝑃

𝑙(𝑦𝑖; 𝑓𝛼 𝑥𝑖 )
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Empirical risk  (training error) depends only on data and on the 
function 𝑓𝛼

Probability distribution does not enter the definition of 
empirical risk. 

Empirical risk minimization

In order to get a good generalization property on new 
examples (test), the ERM principle uses as a decision 
function the training error

min
𝑓,𝛼

𝑅𝑒𝑚𝑝 𝑓, 𝛼



Learning process

• Actually, finding the function      that 
minimizes the expected risk in the class of 
functions using a finite number of training 
data is an ill posed problem

• In a classical (parametric) setting, the chosen 
class of function (model) is given first and 
then its parameters are estimated from data 
using the Empirical Risk Minimization 
(ERM)
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There is a general belief that for flexible 
learning methods with finite samples, the best 
prediction performance is provided by a 
model of optimum complexity.

‘‘Occam’s razor’’ principle

According to Occam’s razor  principle, we should seek
simpler models over complex ones and optimize the 
tradeoff between model complexity and the accuracy 
of model’s description of the training data. 

Models that are too complex (i.e., that fit the training 
data very well) or too simple (i.e., that fit the data 
poorly) provide poor prediction for future data.



Minimization of empirical risk:
parametric regression
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Let’s consider N =10  data points, 
shown as blue circles,
each comprising an observation
of the input variable x along with
the corresponding output (target) 
variable. 
The green curve shows the
function sin(2πx) used to 
generate the data (noise is added). 

Our goal is to predict the target value for some new 
value of x, without knowledge of the green curve.



Minimization of empirical risk:
parametric regression
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We want to use as functions the polynomials of given 
degree M



Parametric Regression continue
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Once the model is chosen (e.g. a polynomial of degree M)…

…it is possible to calculate the least square error; let                denote the 
training data we get: 

The values of the coefficients will be determined by fitting the polynomial 
to the training data. This can be done by minimizing an error function that 
measures the misfit between the function y(x,w), for any given value of w, 
and the training set
data points.



Parametric Regression continue

01/10/2019 20

The error on the training data (the sum of 
the squares of the displacements (shown 
by the vertical green bars) of each data 
point from the function) may become 
zero, but what about the new data (test 
data)?  

Because the error function is a quadratic function of the 
coefficients w, the minimization of the error function has a unique 
solution, denoted by w*. The resulting polynomial is given by the 
function y(x,w*).



Parametric Regression
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Let’s increase the degree M from 3 to 9

Which is the “better” one?

With M=9 the error is zero, but clearly it is a worst approximation that 
M=3. 



Error behaviour
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If we draw the training error and the test error

Driving the training error to zero may lead to big error on 

data test: Over-fitting
This is not an absolute rule !



Parametric Regression
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Polynomial of degree M=9: better behaviour than before

Indeed if the # of data instances increases to
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Increasing the # of training data up to

Degree 9 polynomial 
almost overlap the 
unknown function

Increasing the complexity of the machine (in this case the 
degree) is related  with a better predictive use as a function of 
the number of training data

Parametric Regression



Inductive principle
• The underlying model is not known, we seek for a 

general prescription for obtaining an estimate of 
𝑓𝛼∗of the “true dependency” among a large 
(infinite) number of candidate models (i.e., 
approximating functions of a learning machine) 
using the available finite data

• The main issue here is choosing the candidate 
model of the right complexity to describe the 
training data

– Empirical risk minimization with regularization 
(ERM)

– Early stopping rules

– Structural risk minimization (SRM) 
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Consistency of empirical risk

Goal: find a relationship among the solutions of the two 
different optimization problems
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In general

imponderable

computable

Training error can give any information about probability of error on 
new data ?



Empirical risk minimization
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Whenever the value 𝑃 is finite minimizing the 
empirical risk cannot guarantee the minimization of 
the risk

The choice of a function which minimizes the 
empirical risk in not unique

Both functions have zero 
empirical risk (zero error on TS) 

The risk on new data is 
different



Complexity of the class
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A very complex function may describe exactly the training 
data but not on new data (no generalization property)

Simpler

More complex



Over and under fitting
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Trainig data:
2 classes

Add new data

Simpler

More complex

overfitting
class fα “too complicated”

underfitting
class fα “too simple”



Beyond the ERM principle
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ℎ is a parameter which describes capacity of the class of 
functions. Capacity is a measure of complexity and 
measures the expressive power, richness or flexibility of a 
set of functions

It is possible to prove that

being  𝜂 ∈ (0,1).

This rule has been used to define a new inductive 
principle based on the “trade-off”  between complexity of 
the class and minimization of the empirical risk

Pr{𝑅(∝) ≤ 𝑅𝑒𝑚𝑝 +𝐶𝑉𝐶(𝜂, 𝑃, ℎ )} = 1 − 𝜂



New inductive principle

Indeed the idea is to minimize the new 
functional
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Penalization term 
on the complexity

Vapnik Chervonenkis (VC) theory

the missing parameter is called VC dimension ℎ

the second term 𝐶𝑉𝐶(𝜂, 𝑃, ℎ ) is called VC 
confidence term

min
𝑓,𝛼

𝑅𝑒𝑚𝑝 +𝐶𝑉𝐶(𝜂, 𝑃, ℎ )



VC confidence
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VC dimension is the 
important parameter

𝑅(∝) ≤ 𝑅𝑒𝑚𝑝 +𝐶𝑉𝐶(𝜂, 𝑃, ℎ )

𝐶𝑉𝐶 𝜂, 𝑃, ℎ =
ℎ log

2𝑃
ℎ

+ 1 − log
𝜂
4

𝑃
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Inductive principle SRM

Monotonically 
increasing in ℎ

The learning machine should be chosen by 
minimizing both
• The empirical risk
• The VC confidence

However the 
behaviors of the two 
terms as a function 
of h are opposite, 
hence the goal is to 
find the best “trade-
off” between the 
minimization of the 
Empirical Risk and 
the VC confidence

𝐶𝑉𝐶(ℎ, 𝑃, 𝜂)



The function to be minimized is the upper bound

min
𝑓,𝛼

𝑈 𝑓𝛼 , 𝛼 = 𝑅𝑒𝑚𝑝 +𝐶𝑉𝐶(𝜂, 𝑃, ℎ )
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Choose an integer value for the VC dimension

Defined nesting class of function with NON Decreasing
VC dimension value

The VC confidence depends only on the class of function chosen and 
on the number of data, while the empirical risk depends of the 
particular values of the parameters chosen in the training phase that 
identifies one function in the class

Structural Risk Minimization principle 

min
𝑓,𝛼

𝑈 𝑓𝛼 , 𝛼



Structural Risk minimization principle 

• For each class with VC dimension 

• Find the optimal solution

• Find the value of the upper bound

• Chose the class of functions which minimizes the upper 
bound
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VC dimension

The Vapnik Chervonenkis dimension (VC dimension) h>0 is a 
measure of the capacity of the class of functions
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The VC dimension h is equal to the maximum number of vectors 
xi that can be shattered, namely that can be separated using this 
set of  functions          into two different classes when labeled as 
±1 in all the 2h possible ways

Shatter set

these 3 vectors in R2 can be seprated into 
two classes by an hyperplane

+1

-1



VC dimension
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Stating that theVC dimension of a class is h means that we 
find at least a set of h points that can be shattered; it is not 
necessary that we be able to shatter any set of h points using 

This set of 3 points cannot
be shattered  in R2 No set of  4 points in R2 can be 

shattered by an hyperplane

TheVC dimension of the class in R2 is h=3
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VC dimension of hyperplans

The VC dimension of hyperplanes in 
𝑛 dimensions is 𝑛 + 1

To obtain the VC confidence we need to know the 
value of the VC dimension h for a class of functions.

The numbers of parameters is NOT a useful

information. Indeed  h is not proportional to the # 

parameters
It is not true that learning machines with high number 
of parameters have high value of VC dimension. And
vice versa learning machines with few parameter may 
not have low VC dimension.



Features selection

The VC-dimension h may depend on the 
dimension of the input x, e.g. for the class 
of linear functions h = n + 1. Hence 
reducing the dimension n, namely reducing 
the number of features of the training data, 
may indirectly decreases h and in turn 
limits the VC-confidence term. 

On the other hand reducing n may lead to 
an increase of the empirical risk.

Feature selection is a hot topic in ML
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In R2 the VC dimension h=3; in 
this case we get the same value 
of the bound for both the 
functions in the class

Is is true in general ?

Linear separating function in R2



Computation of the VC dimension
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In this case we get the same 
value of the bound for both the 
functions in the class

Which one of the two is the best ?

However the red one seems 
better: it “maximizes” the 
distance among the 
hyperplane and points in the 
two sets

The VC dimension of class of function “hyperplanes” is n+1



• A hyperplane that passes too close to the 
training examples will be sensitive to noise 
and less likely to generalize well for new 
data

• Instead, it seems reasonable to expect that a 
hyperplane that is farthest from all training 
examples will have better generalization 
capabilities

Intuition: hyperplane with margin



Hyperplane with margin

01/10/2019 44

Idea: restrict the choice within the class of linear 
classification may improve the VC dimension

Linear Classification with tolerance gap (≈margin)

Consider the hyperplane 𝑤𝑇𝑥 + 𝑏 = 0. Let

𝜚 𝑥𝑖; 𝑤, 𝑏 =
𝑤𝑇𝑥+𝑏

𝑤
be the «algebraic distance»1 of a 

point 𝑥𝑖 from the hyperplane. 

Assign  𝑦𝑖 = ൝
1, 𝑖𝑓 𝜚 𝑥𝑖; 𝑤, 𝑏 ≥ 𝜌

−1, 𝑖𝑓 𝜚 𝑥𝑖; 𝑤, 𝑏 ≤ −𝜌

1 reading that the distance of a point 𝑥𝑖 from the hyperplane is 𝜚 𝑥𝑖; 𝑤, 𝑏
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Hyperplane with tolerance gap classifies vectors within 
a sphere of diameter D and out of a tolerance 2ρ

Hyperplane with tolerance gap
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If ρ is small with respect to D, it is still possible to 
shatter 3 points in R2

Hyperplane with tolerance gap
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If ρ grows with respect to D, the number of points that 
can be shattered decreases

It is no more possible to shatter 3 
points

It is still possible to shatter 2 points

Hyperplane with tolerance gap



Margin and VC confidence
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The highest the margin 𝜌, the lowest the 
VC dimension h



Margin and VC confidence
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h hyperplane with tolerance gap h hyperplane≤

The highest the margin 𝜌, the lowest the 
VC dimension h

𝜌1 ≥ 𝜌2 ≥ 𝜌3 ≥ ⋯ ≥ 𝜌𝑝

ℎ1 ≤ ℎ2 ≤ ℎ3 ≤ ⋯ ≤ ℎ𝑝

𝐹1 ⊆ 𝐹2 ⊆ 𝐹3 ⊆ ⋯ ⊆ 𝐹𝑝



Structural risk minimization using 
hyperplane with tolerance gap

• Minimizing the upper bound on the risk 
– minimizing the empirical risk
– maximizing the margin (hence minimizing the VC 

confidence)

• for each function f j in the class
– obtain a bound on hj

– minimize the empirical risk Rj
emp

– compute the bound on the risk

• Chose the class with minimum bound
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Methods in SRM paradigm
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Two main approaches
❑ “Fix” the Empirical risk to a given value and 

minimize the VC confidence 

❑ Fixed the architecture (i.e. the complexity 
and VC confidence) and minimize the 
Empirical risk

min𝑅𝑒𝑚𝑝 + 𝐶𝑉𝐶(𝜂, 𝑙, ℎ )

Support Vector Machines

Deep Neural Network



Methods in SRM paradigm

❑ Maximize the margin and control the growth of 
the empirical risk. Use Kernel trick to allow 
more complex separating surface

Support Vector Machines

Deep Neural Network

In both cases do not forget the two “contrasting” 
terms in the objective function 

❑ Fix the architecture include safeguards rules 
when minimize the ER, e.g. 

- add a regularization term
- use early stopping rules



The overall learning problem 

Support Vector Machines

Deep Neural Network

Both approaches need to set up the values of 
some hyper-parameters that control the trade 
off between the two terms in the true 
objective function

Use of sophisticated trial & errors procedure 
which includes a two-fold use of the target 
data to quantify also the expected 
performance



How Optimization enters ?

❑ The optimization problem is linear constrained 
with a convex quadratic function

Support Vector 
Machines

Deep Neural 
Network

In both cases we need to optimize something

❑ The optimization problem is unconstrained 
highly nonconvex

Constrained 
optimization

Unconstrained 
optimization



Optimization

“Finally, we need a method to search among the 
classifiers in the language for the highest-scoring

one. 

The choice of optimization technique is key to the 
efficiency of the learner, and also helps determine the 
classifier produced if the evaluation function has more 
than one optimum. 

It is common for new learners to start out using off-the-
shelf optimizers, which are later replaced by custom-
designed ones.”

Quoting: Pedro Domingos, A Few Useful Things to Know about 
Machine Learning


